Why is vector-based processing a good idea?

Modern CPUs are optimized to perform operations on streams of numbers faster than when working on a single number.

Are there differences in the results obtained from different implementations of a single XDSP operation?

Yes, there can be small differences caused by differences in how FPU and SSE work, but they are too small to cause anything noticeable in typical audio applications. In addition, some FPU versions of approximate operations are actually not approximations at all, and thus much slower.

What size of vectors should I use?

The graph below shows CPU usage per sample for a Copy_V_V (Pentium 3, SSE version) operation. As you can see, the minimum vector size should be something like 16-32 samples to keep per-vector overhead tolerable. Typically, vector sizes from 32 to 256 samples are suitable for audio processing.
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